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1 Introduction

Structural vector autoregressions (SVARs) identified with sign and zero restrictions have become

prominent. The facts that identification generally comes from fewer restrictions than in traditional

identification schemes and that any conclusion is robust across the set of SVARs consistent with the

restrictions have made the approach attractive to researchers. Most papers using this approach work in

the Bayesian paradigm.1 As Baumeister and Hamilton (2015a) have made clear, priors play a crucial

role in this environment. If the researcher wants identification to solely come from the sign and zero

restrictions, she should be careful when choosing the prior.

In this paper we emphasize the importance of agnostic priors, which are any priors that are equal

across observationally equivalent parameters. First, we focus on three different parameterizations of

SVARs. In addition to the typical structural and impulse response function (IRF) parameterizations,

SVARs can also be written as the product of the reduced-form parameters and the set of orthogonal

matrices, which we call the orthogonal reduced-form parameterization. Second, we characterize ag-

nostic priors over the three parameterizations and highlight that an agnostic prior over the orthogonal

reduced-form parameterization is flat over the set of orthogonal matrices. Third, we describe the clas-

sical change of variable theorem that allows a researcher who defines a prior over one parameterization

to find the equivalent prior over any of the other parameterizations. Fourth, we demonstrate that if a

prior is agnostic over one parameterization, then it is agnostic over any of the other parameterizations.

Thus, when one only cares about the prior being agnostic, the choice of parameterization is irrelevant.

Finally, we show that a prior is agnostic if and only if the implied posterior is agnostic, which is any

posterior that is equal across observationally equivalent parameters.

A conditional prior, which is positive over the set of all parameters that satisfy some collection

of restrictions and is zero otherwise, cannot be agnostic. Two observationally equivalent parameters,

one that satisfies the restrictions and another that does not, will have different priors values. Hence,

we say that a prior conditional on the restrictions is conditionally agnostic if the conditional prior is

equal across all observationally equivalent parameters satisfying the restrictions. Similarly, a posterior

conditional on some set of restrictions is conditionally agnostic if it is equal across all observationally

1Exceptions are Moon and Schorfheide (2012), Moon, Schorfheide and Granziera (2013), and Gafarov, Meier and
Montiel Olea (2016a,b). Moon and Schorfheide (2012) analyze the differences between Bayesian probability bands and
frequentist confidence sets in partially identified models. Moon, Schorfheide and Granziera (2013) and Gafarov, Meier
and Montiel Olea (2016a,b) develop methods of constructing error bands for impulse response functions of sign-restricted
SVARs that are valid from a frequentist perspective.
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equivalent parameters satisfying the restrictions. It is easy to see that a posterior is conditionally

agnostic if and only if its prior is conditionally agnostic. If only sign restrictions are considered, we

show that a conditionally agnostic prior over one parameterization is equivalent to a conditionally

agnostic prior over any of the other parameterizations. Thus, the choice of parameterization is still

irrelevant. The key to this result is that the sign restrictions define an open set in the set of all

parameters and, hence, the classical change of variable theorem can still be used.

These results imply that current numerical algorithms for SVARs identified only by sign restrictions,

as described by Rubio-Ramı́rez, Waggoner and Zha (2010), implicitly use conditionally agnostic priors

over any of the three parameterizations subject to the sign restrictions. These algorithms are written

over the orthogonal reduced-form parameterization and use conjugate priors.2 Since the likelihood

does not bear any information about the orthogonal matrices, any conjugate prior over the orthogonal

reduced-form parameterization is flat over the set of orthogonal matrices and, as a result, it is a con-

ditionally agnostic prior over the orthogonal reduced-form parameterization. The conjugate posterior

over the orthogonal reduced-form parameterization is normal-inverse-Wishart over the reduced-form

parameters and flat over the set of orthogonal matrices; therefore, it is extremely easy to indepen-

dently draw from it. Furthermore, while the current numerical algorithms make independent draws

from conditionally agnostic posteriors over the orthogonal reduced-form parameterization subject to

the sign restrictions for practical convenience, they are implicitly making independent draws from the

equivalent conditionally agnostic posterior over both the structural and the IRF parameterizations

subject to the sign restrictions.

As Baumeister and Hamilton (2015a) highlight, a researcher may want to use flat priors over either

the structural or the IRF parameterization. This is not a problem for current numerical algorithms.

We show how a particular choice of conjugate prior over the orthogonal reduced-form parameterization

implies an equivalent flat prior over the structural parameterization. A different choice of conjugate

prior implies an equivalent flat prior over the IRF parameterization. Critically, flat priors over either

the structural or the IRF parameterization are agnostic and, hence, they imply an equivalent prior

over the orthogonal reduced-form parameterization that is flat over the set of orthogonal matrices. As

a consequence, for any of the two choices, the conjugate posterior over the orthogonal reduced-form

parameterization is still normal-inverse-Wishart over the reduced-form parameters and flat over the

set of orthogonal matrices and it is still extremely easy to draw from it using the current numerical

algorithms for SVARs identified only by sign restrictions. Nonetheless, one has to choose over which

2By conjugate priors we mean priors that have the same functional form as the likelihood.
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parameterization to be flat: the conjugate prior over the orthogonal reduced-form parameterization

that implies a flat prior over the structural parameterization does not necessarily imply a flat prior

over the IRF parameterization.

Next, we adapt the current numerical algorithms to consider zero restrictions. As mentioned, when

only sign restrictions are considered, current numerical algorithms work because the sign restrictions

define an open set in the set of all parameters. But the zero restrictions define a smooth manifold

of measure zero in the set of all parameters. If the researcher begins with an agnostic prior over a

particular parameterization and then imposes the zero restrictions, the resulting conditional prior will

be conditionally agnostic over that parameterization. However, using a generalization of the change

of variables theorem for a function subject to zero restrictions of a certain form, we show that if one

transforms the conditionally agnostic prior into a different parameterization, the resulting equivalent

conditional prior is not conditionally agnostic. This means that the researcher has to choose over

which parameterization to impose the zero restrictions since it is not possible to have conditionally

agnostic priors over two parameterizations at the same time. In general, it may be desirable to have a

conditionally agnostic prior over either the structural or the IRF parameterizations subject to the zero

restrictions. In either case, as before, it will be practical to define a conjugate prior over the orthogonal

reduced-form parameterization and then impose the zero restrictions. This is not a problem. We show

how the researcher can use an importance sampler to make independent draws from the conditionally

agnostic posterior over the chosen parameterization subject to the zero restrictions using a proposal

motivated by the current numerical algorithms. The details of the importance sampler will depend on

the choice of parameterization over which the researcher wants to be conditionally agnostic subject to

the zero restrictions.

When using sign and zero restrictions, a commonly used algorithm is Mountford and Uhlig’s (2009)

penalty function approach − PFA henceforth. The PFA uses the orthogonal reduced-form parameter-

ization but the implicit prior is not conditionally agnostic over any parameterization subject to the

sign and zero restrictions. When the PFA is used, identification does not solely come from the sign

and zero restrictions and thus the prior affects identification. We show the consequences of using the

PFA by first replicating the results in Beaudry, Nam and Wang (2011), and by comparing them with

the results that a researcher would obtain if a conditionally agnostic prior were to be used instead.

Since Beaudry, Nam and Wang (2011) use zero restrictions, we show results for conditionally agnostic

priors over the structural and the IRF parameterizations, respectively, subject to the sign and zero

restrictions. The aim of Beaudry, Nam and Wang (2011) is to provide new evidence on the relevance
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of optimism shocks as an important driver of macroeconomic fluctuations by means of an SVAR

identified by imposing a sign restriction on the impact response of stock prices to optimism shocks and

a zero restriction on the impact response of TFP to these shocks. Based on the results obtained with

the PFA, Beaudry, Nam and Wang (2011) conclude that optimism shocks are clearly important for

explaining standard business cycle type phenomena because they increase consumption and hours. We

show that once a conditionally agnostic prior is used, the identified optimism shocks do not increase

consumption and hours and, hence, there is little evidence supporting the assertion that optimism

shocks are important for business cycles.

There is existing literature that criticizes the PFA and proposes alternative numerical algorithms

that implement sign and zero restrictions to identify SVARs, such as the approaches of Baumeister and

Benati (2013), Binning (2014), and Gambacorta, Hofmann and Peersman (2014). These algorithms

also work in the orthogonal reduced-form parameterization. In the Appendix we show that they all

implicitly use priors that are not conditionally agnostic over any parameterization subject to the sign

and zero restrictions. Hence, as was the case with the PFA, when these algorithms are used, the prior

affects identification.3 In a very original approach, Giacomini and Kitawaga (2015) are also concerned

with the choice of the priors in SVARs identified using sign and zero restrictions. They also work on the

orthogonal reduced-form parameterization and propose a method for conducting posterior inference

on IRFs that is robust to the choice of priors. Although we see our paper as sympathetic to their

concern about the choice of priors, they do not restrict their priors to be conditionally agnostic; hence,

some of the considered priors affect identification.

Finally, we have to highlight Baumeister and Hamilton (2015a). This paper uses structural param-

eterization. This is a very interesting and novel approach since the rest of the literature (including us)

works in the orthogonal reduced-form parameterization. While working in the structural parameteri-

zation has clear advantages, mainly being able to define priors directly on economically interpretable

structural parameters, this approach has some drawbacks when compared with ours. First, it considers

a smaller collection of restrictions. Baumeister and Hamilton (2015a) are limited to contemporaneous

zero restrictions and they have to choose whether to impose the zero restrictions on either the struc-

tural parameters or the IRFs, since they cannot impose zero restrictions on both the contemporaneous

structural parameters and the contemporaneous IRFs at the same time. Second, it can be shown

that Baumeister and Hamilton (2015b), which uses Baumeister and Hamilton’s (2015a) approach, use

3Caldara and Kamps (2012) also share our concerns about the PFA, but providing an alternative algorithm is outside
the scope of their paper.
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priors that are not conditionally agnostic over any parameterization subject to the restrictions.

We wish to state that the aim of this paper is neither to dispute nor to challenge SVARs identified

with sign and zero restrictions. In fact, our methodology preserves the virtues of the pure sign restric-

tion approach developed in the work of Faust (1998), Canova and Nicoló (2002), Uhlig (2005), and

Rubio-Ramı́rez, Waggoner and Zha (2010). Our point is that since the literature has not been using

agnostic priors, the reported results do not solely come from the sign and zero restrictions.

2 Pitfalls of Using Priors That Affect Identification

Beaudry, Nam and Wang (2011) analyze the relevance of optimism shocks as a driver of macroeconomic

fluctuations using SVARs identified with sign and zero restrictions. More details about their work will

be given in Section 8. At this point it suffices to say that in their most basic model, Beaudry,

Nam and Wang (2011) use data on total factor productivity (TFP), stock price, consumption, the real

federal funds rate, and hours worked. Their identification scheme defines optimism shocks as positively

affecting stock prices but being orthogonal to TFP at impact and they use the PFA to implement it.

Beaudry, Nam and Wang (2011) also claim that identification solely comes from these two restrictions.

Figure 1: IRFs to an Optimism Shock
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Figure 1 replicates the main result in Beaudry, Nam and Wang (2011). As shown by the narrow 68

percent point-wise probability bands of their IRFs, Beaudry, Nam and Wang (2011) obtain the result

that consumption and hours worked respond positively and strongly to optimism shocks. If the IRFs

shown in Figure 1 were the responses to optimism shocks solely identified using the two restrictions

described above, they would clearly endorse the view of those who think that optimism shocks are

relevant for business cycle fluctuations. But this is not the case. The PFA implicitly defines a prior that

affects identification; therefore, identification does not solely come from the identifying restrictions.

We will also show that if a conditionally agnostic prior subject to the sign and zero restrictions is used,

the results do not back as strongly the view of those who think of optimism shocks as relevant for

business cycle fluctuations. Hence, we can conclude that the results reported in Figure 1 are mostly

driven by the prior implicit in the PFA.

3 Our Methodology

This section describes the structural vector autoregression model. Several different parameterizations

are explored and the transformations between these parameterizations are given. Agnostic priors and

posteriors are defined and the identification problem is described. The class of restrictions considered

is stated.

3.1 The Model

Consider the structural vector autoregression (SVAR) with the general form, as in Rubio-Ramı́rez,

Waggoner and Zha (2010)

y′tA0 =

p∑
`=1

y′t−`A` + c + ε′t for 1 ≤ t ≤ T, (1)

where yt is an n×1 vector of endogenous variables, εt is an n×1 vector of exogenous structural shocks,

A` is an n×n matrix of parameters for 0 ≤ ` ≤ p with A0 invertible, c is a 1×n vector of parameters,

p is the lag length, and T is the sample size. The vector εt, conditional on past information and the

initial conditions y0, ...,y1−p, is Gaussian with mean zero and covariance matrix In, the n×n identity

matrix. The model described in equation (1) can be written as

y′tA0 = x′tA+ + ε′t for 1 ≤ t ≤ T, (2)
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where A′+ =
[
A′1 · · · A′p c′

]
and x′t =

[
y′t−1 · · · y′t−p 1

]
for 1 ≤ t ≤ T . The dimension of A+ is

m× n, where m = np+ 1. The reduced-form representation implied by equation (2) is

y′t = x′tB + u′t for 1 ≤ t ≤ T, (3)

where B = A+A−1
0 , u′t = ε′tA

−1
0 , and E [utu

′
t] = Σ = (A0A

′
0)−1. The matrices B and Σ are the

reduced-form parameters, while A0 and A+ are the structural parameters.

Following Rothenberg (1971), the parameters (A0,A+) and (Ã0, Ã+) are observationally equivalent

if and only if they imply the same distribution of yt for all t. For the linear Gaussian models of

the type studied in this paper, this statement is equivalent to saying that (A0,A+) and (Ã0, Ã+)

are observationally equivalent if and only if they have the same reduced-form representation. This

implies that the structural parameters (A0,A+) and (Ã0, Ã+) are observationally equivalent if and

only if A0 = Ã0Q and A+ = Ã+Q, where Q ∈ O(n), the set of all orthogonal n× n matrices.4 This

suggests that in addition to the structural parameterization implicit in equation (2) we can consider an

alternative one defined by B, Σ, and Q, which we call the orthogonal reduced-form parameterization.

We now define the mapping that allows us to travel between these two parameterizations.

3.2 The Orthogonal Reduced-Form Parameterization

To define a mapping between (A0,A+) and (B,Σ,Q), one must first choose a decomposition of the

covariance matrix Σ. Let h(Σ) be an n × n matrix that satisfies h(Σ)′h(Σ) = Σ. For instance, one

could choose h(Σ) to be the Cholesky decomposition. Alternatively, h(Σ) could be the square root

of Σ, which is the unique symmetric and positive definite matrix whose square is Σ. We require h to

be differentiable, which both the Cholesky decomposition and the square root function are. Given a

decomposition h, we can define the function fh by

fh(A0,A+) = (A+A−1
0︸ ︷︷ ︸

B

, (A0A
′
0)−1︸ ︷︷ ︸

Σ

, h((A0A
′
0)−1)A0︸ ︷︷ ︸

Q

), (4)

4A square matrix Q is orthogonal if and only if Q−1 = Q′. Thus, if A0 = Ã0Q and A+ = Ã+Q, then (A0,A+)
and (Ã0, Ã+) map to the same reduced-form parameters. If (A0,A+) and (Ã0, Ã+) map to the same reduced-form
parameters, then Q = Ã−10 A0 is orthogonal, A0 = Ã0Q and A+ = Ã+Q.
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where it is easy to see that h((A0A
′
0)−1)A0 is an orthogonal matrix. The function fh is invertible,

with inverse defined by

f−1
h (B,Σ,Q) = (h(Σ)−1Q︸ ︷︷ ︸

A0

,Bh(Σ)−1Q︸ ︷︷ ︸
A+

).

The orthogonal reduced-form parameterization makes clear how the structural parameters depend

on the reduced-form parameters and orthogonal matrices. Given the reduced-form parameters and

a decomposition h, one can consider each value of Q ∈ O(n) as a particular choice of structural

parameters.

3.3 The Impulse Response Function Parameterization

There are many alternative parameterizations of equation (2) that a researcher could consider. Since

most of the literature imposes the identifying sign and zero restrictions on the IRFs, it is also natural

to consider a third parameterization based on the IRFs.

Definition 1. Let (A0,A+) be any value of structural parameters. The IRF of the ith variable to

the jth structural shock at horizon k corresponds to the element in row i and column j of the matrix

Lk(A0,A+), where Lk(A0,A+) is defined recursively by

L0(A0,A+) =
(
A−1

0

)′
, (5)

Lk(A0,A+) =
k∑
`=1

(
A`A

−1
0

)′
Lk−`(A0,A+), for 1 ≤ k ≤ p, (6)

Lk(A0,A+) =

p∑
`=1

(
A`A

−1
0

)′
Lk−`(A0,A+), for p < k <∞. (7)

If, in addition, the SVAR is stationary and the ith variable enters the SVAR in first differences, then

the long-run IRF of the ith variable to the jth structural shock corresponds to the element in row i and

column j of the matrix L∞ (A0,A+), where

L∞ (A0,A+) =

(
A′0 −

p∑
`=1

A′`

)−1

. (8)

An induction argument on k shows that Lk (A0Q,A+Q) = Lk (A0,A+) Q for 0 ≤ k <∞ and any

Q ∈ O(n) and a direct computation shows the same for k = ∞. This relationship will be critical in

our analysis.
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We combine the IRFs at horizons one through p and the constant term into a single matrix L+ =[
L′1 · · · L′p c′

]′
. We call (L0,L+) the IRF parameterization. Note that L0 is an invertible n×n matrix,

while L+ is an arbitrary m× n matrix. Equations (5) and (6) define a mapping, which we will denote

by g, from the structural parameterization to the IRF parameterization, where c(A0,A+) is the last

row of A+. This mapping is invertible and its inverse is given by

g−1(L0,L+) =
(

(L−1
0 )′︸ ︷︷ ︸

A0

, [A1(L0,L+)′ · · · Ap(L0,L+)′ c(L0,L+)′]
′︸ ︷︷ ︸

A+

)

where Ak(L0,L+) is defined recursively for 1 ≤ k ≤ p by

Ak(L0,L+) =
(
LkL

−1
0

)′
A0(L0,L+)−

k−1∑
`=1

(
Lk−`L

−1
0

)′
A`(L0,L+)

and c(L0,L+) is the last row of L+. As with the structural parameterization, the IRFs (L0,L+) and

(L̃0, L̃+) are observationally equivalent if and only if L0 = L̃0Q and L+ = L̃+Q, where Q ∈ O(n).

3.4 The Base Parameterization

The theory developed in this paper will be valid for any of the three parameterizations discussed above,

as well as many other parameterizations. The researcher must choose which parameterization is most

appropriate for their problem. We will use Θ to generically denote elements in one of these param-

eterizations. We call this the base parameterization. This will allow us to make a single statement

about most of our results instead of having a separate statement for each parameterization.

In general, we will simulate from the orthogonal reduced-form parameterization and then transform

the simulations back to the base parameterization. We will use φ to denote the transformation from

Θ to (B,Σ,Q). When Θ is the structural parameterization, φ would be the function fh defined by

equation (4). When Θ is the IRF parameterization, φ would be fh ◦ g−1 defined by equations (4), (5),

and (6). If Θ were the orthogonal reduced-form parameterization, the φ would simply be the identity

function.

Let Q̃ ∈ O(n). If Θ = (A0,A+) is the structural parameterization, then ΘQ̃ ≡ (A0Q̃,A+Q̃).

Similarly, if Θ = (L0,L+) is the IRF parameterization, then ΘQ̃ ≡ (L0Q̃,L+Q̃) and if Θ = (B,Σ,Q)

is the orthogonal reduced-form parameterization, then ΘQ̃ ≡ (B,Σ,QQ̃). Note that for any of the

parameterizations, φ(ΘQ̃) = φ(Θ)Q̃ and φ−1(B,Σ,QQ̃) = φ−1(B,Σ,Q)Q̃. This property will be
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critical when analyzing zero restrictions.

3.5 Agnostic Priors and Posteriors

We say that a prior is agnostic with respect to identification if the prior is equal across observation-

ally equivalent parameters. Notice that the likelihood is also equal across observationally equivalent

parameters and thus the posterior will be equal across observationally equivalent parameters. This is

why we use the term agnostic to describe these priors. In general, a researcher wants identification to

only come from the sign and zero restrictions. This will be true if one uses a prior that is equal across

observationally equivalent parameters and then imposes the sign and zero restrictions. If that is not

the case, then the prior affects identification. Often, economic arguments are made that certain sign

and zero restriction must hold. To the extent that these arguments are successful, it implies that if

one uses a prior that is equal across observationally equivalent parameters, then the identification will

be justified on economic grounds. This is not to say that one cannot justify other priors, only that it

requires more than just arguing that each sign and zero restriction holds.

For a prior π over the base parameterization, being agnostic means that π(ΘQ) = π(Θ) for every

Q ∈ O(n). For the orthogonal reduced-form parameterization, this means that the prior must be

uniform over O(n). This implies that every prior over the reduced-form parameters uniquely defines

an agnostic prior over the orthogonal reduced-form parameterization and every agnostic prior over

the orthogonal reduced-form parameterization is proportional to its associated marginal prior over the

reduced-form parameters.

Agnostic priors over the structural parameterization satisfy π(A0,A+) = π(A0Q,A+Q) for every

Q ∈ O(n) and agnostic priors over the IRF parameterization satisfy π(L0,L+) = π(L0Q,L+Q) for

every Q ∈ O(n). Many of the priors used in the literature are agnostic; for instance, any prior that

can be implemented via dummy observations will be agnostic, which includes the Sims-Zha prior over

the structural parameterization.

In a similar fashion, we say that a posterior is agnostic with respect to identification if the posterior

is equal across observationally equivalent parameters. Thus an agnostic posterior over the orthogonal

reduced-form parameterization must be uniform over O(n). As with priors, every agnostic posterior

over the orthogonal reduced-form parameterization is proportional to its associated marginal posterior

over the reduced-form parameters. Because the likelihood is equal across observationally equivalent

parameters, it is easy to show that, in any of the three parameterizations considered here, conjugate
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priors are agnostic and that a prior is agnostic if and only if the posterior is agnostic.

3.6 Transforming Priors and Posteriors

Let p(YT |Θ) be the likelihood function over the base parameterization, where YT = (y1, · · · ,yT ). If

π(Θ) is a prior over the base parameterization, then the posterior, denoted by p(Θ|YT ), is proportional

to p(YT |Θ)π(Θ). The function φ maps Θ to (B,Σ,Q) and can be used to transform the priors and

posteriors over the base parameterization into priors and posteriors over the orthogonal reduced-form

parameterization. The change of variable theorem, stated below, gives the necessary machinery to

perform the transformation. We denote the derivative of φ by Dφ

Theorem 1. Let U be an open subset of Rb and let φ : U → Ra be a differentiable and one-to-

one function such that | det(Dφ(u)′Dφ(u))| 6= 0 for every u ∈ U and φ−1 is continuous. For every

measurable set W ⊂ U and for every measurable function λ : U → R

∫
W

λ(u)du =

∫
φ(W )

λ(φ−1(v))

| det(Dφ(φ−1(v))′Dφ(φ−1(v)))|1/2
dv

Proof. See Spivak (1965).

The term | det(Dφ(u)′Dφ(u))|1/2 is called the volume element of the function φ at the point u =

φ−1(v) and will be denoted by vφ(u). When a = b, the matrix Dφ will be square and the volume

element reduces to the more familiar | det(Dφ)|. For either the structural or the IRF parameterization,

b will be n(n+m) and a will be n(2n+m). So a > b, the derivative will not be square, and the more

general form of the change of variables theorem will be required.

Applying the change of variables theorem to the mapping from the base parameterization to the

orthogonal reduced-form parameterization, we see that the equivalent prior is given by

π(B,Σ,Q) =
π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))

and the equivalent posterior, denoted by p(B,Σ,Q|YT ), is proportional to

p(YT |B,Σ,Q)π(B,Σ,Q) =
p(YT |φ−1(B,Σ,Q))π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))
.

The following proposition computes the volume element for the structural and the IRF parameteriza-

tions. When the base parameterization is the orthogonal reduced-form parameterization, the volume
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element is trivially equal to one.

Proposition 1. If φ is the mapping from the structural parameterization to the orthogonal reduced-

form parameterization given by equation (4), then the volume element is

vφ(φ−1(B,Σ,Q)) = 2
n(n+1)

2 | det(Σ)|
2n+m+1

2 .

If φ is the mapping from the IRF parameterization to the orthogonal reduced-form parameterization

given by equations (4), (5), and (6), then the volume element is

vφ(φ−1(B,Σ,Q)) = 2
n(n+1)

2 | det(Σ)|−
2np−m−1

2 .

For any particular choice of B, Σ, and Q, it is easy to numerically verify that this proposition

holds using Theorem 1. Since the volume element does not depend on the value of the orthogonal

matrix Q, an immediate consequence of Proposition 1 is the following corollary.

Corollary 1. A prior over the base parameterization is agnostic if and only if it is equivalent to a

prior over the orthogonal reduced-form parameterization that is uniform over O(n).

To emphasize this point, Corollary 1 implies, at least for the parameterizations considered in

this paper, that a prior in the base parameterization is agnostic if and only if it is equivalent to

an agnostic prior in any of the other parameterizations. Of course, the same is true for posteriors.

Thus, for agnostic priors the choice of base parameterization is one of convenience, at least before

any restrictions are imposed. As we shall see in subsequent sections, the same is true if only sign

restrictions are imposed. However, in the presence of zero restrictions, this will no longer be true. So,

when imposing zero restrictions one must take a stand on which parameterization is appropriate.

Finally, if the prior over the base parameterization is agnostic, then neither π(φ−1(B,Σ,Q)) nor

vφ(φ−1(B,Σ,Q)) depend on Q. So,

π(B,Σ) =

∫
O(n)

π(B,Σ,Q)dQ =

∫
O(n)

π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))
dQ =

π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))

∫
O(n)

dQ.

3.7 The Identification Problem and Sign and Zero Restrictions

None of the parameterizations of equation (2) is identified. To solve the identification problem, one

often imposes sign and/or zero restrictions on either the structural parameters or some function of
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the structural parameters, like the IRFs. For instance, a common identification scheme is to assume

that the matrix A0 is triangular with positive diagonal. The theory and simulation techniques that

we develop apply to sign and zero restrictions on any function F(Θ) from the base parameterization

to the space of r × n matrices that satisfies the condition F(ΘQ) = F(Θ)Q, where Q ∈ O(n).5

In Rubio-Ramı́rez, Waggoner and Zha (2010), sufficient conditions for identification are established.

The sufficient condition for identification is that there must be an ordering of the structural shocks so

that there are at least n− j zero restrictions on the jth structural shock, for 1 ≤ j ≤ n. In addition,

there must be at least one sign restriction on the impulse responses to each structural shock.6 The

necessary order condition for identification, Rothenberg (1971), is that the number of zero restrictions

is greater than or equal to n(n − 1)/2. In this paper, we will have fewer than n − j zero restrictions

on the jth structural shock. This means that no matter how many sign restrictions are imposed,

identification will only be a set identification. However, if there are enough sign restrictions, then the

identified sets will be small and it will be possible to draw meaningful economic conclusions.

Let Sj be a sj × r matrix of full row rank, where 0 ≤ sj, and let Zj be a zj × r matrix of full

row rank, where 0 ≤ zj ≤ n − j for 1 ≤ j ≤ n. The Sj will define the sign restrictions on the jth

structural shock and the Zj will define the zero restrictions on the jth structural shock for 1 ≤ j ≤ n.

In particular, we assume that

SjF(Θ)ej > 0 and ZjF(Θ)ej = 0

for 1 ≤ j ≤ n, where ej is the jth column of In.

4 Sign Restrictions

Because F(Θ) is continuous, the set of all parameters satisfying the sign restrictions will be open in

the set of all parameters. An important point to make here is that the condition F(ΘQ) = F(Θ)Q

for Q ∈ O(n) and the regularity condition are only needed to implement the algorithms for zero

restrictions to be presented later. When only sign restrictions are considered, it is enough to assume

that F(Θ) is continuous. So, if the sign restrictions are non-degenerate, so that there is at least

5In addition, a regularity condition on F is needed. For instance, it suffices to assume that vec(F) is differentiable
and that its derivative is of full row rank, where vec() is the operator that stacks the columns of a matrix.

6Often, one is only interested in partial identification. If there is an ordering such that there are at least n− j zero
restrictions and at least one sign restriction on the impulse responses to the jth structural shock for 1 ≤ j ≤ k, then the
first k structural shocks under this ordering will be identified.
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one parameter value satisfying the sign restrictions, then the set of all parameters satisfying the sign

restrictions will be of positive measure. This justifies algorithms of the following type to draw from

the conditional posterior over the base parameterization subject to the sign restrictions.

Algorithm 1. Let π(Θ) be an agnostic prior over the base parameterization. The following simulates

from the conditional posterior over the base parameterization subject to the sign restrictions.

1. Draw Θ from the posterior over the base parameterization.

2. Keep the draw if the sign restrictions are satisfied.

3. Return to Step 1 until the required number of draws has been obtained.

As argued by Baumeister and Hamilton (2015a), one should choose the base parameterization to be

either the structural or the IRF parameterizations, since the orthogonal reduced-form parameterization

is hard to interpret from an economic point of view. Although we agree with Baumeister and Hamilton

(2015a), we will draw from the orthogonal reduced-form parameterization. This is feasible, because

by using Proposition 1, we will be able to make independent draws of (B,Σ) from the marginal

posterior over the reduced-form parameters and of Q from the uniform distribution over O(n) and

then transform those draws back to the base parameterization using φ−1 so that the transformed draws

are independent draws of Θ from the conditional posterior over the base parameterization subject to

the sign restrictions.

There are efficient algorithms for making independent draws from the uniform distribution over

O(n). Faust (1998), Canova and Nicoló (2002), Uhlig (2005), and Rubio-Ramı́rez, Waggoner and Zha

(2010) all propose algorithms to do this. The algorithm of Rubio-Ramı́rez, Waggoner and Zha (2010)

is the most efficient, particularly for larger SVAR systems (e.g., n > 4).7 Rubio-Ramı́rez, Waggoner

and Zha’s (2010) results are based on the following theorem.

Theorem 2. Let X be an n × n random matrix with each element having an independent standard

normal distribution. Let X = QR be the QR decomposition of X with the diagonal of R normalized

to be positive. The random matrix Q is orthogonal and is a draw from the uniform distribution over

O(n).

Proof. The proof follows directly from Stewart (1980).

7See Rubio-Ramı́rez, Waggoner and Zha (2010) for details.
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There are also various algorithms for making independent draws from the posterior over the

reduced-form parameters, depending on the choice of prior over the reduced-form parameters. If the

specified prior over the reduced-form parameters is conjugate, then the posterior is normal-inverse-

Wishart. This is a good choice because it is extremely easy and efficient to make independent draws

from the normal-inverse-Wishart distribution. For instance, Matlab implements both the normal and

the inverse Wishart distributions. The following algorithm uses Theorem 2, together with a variation

of Algorithm 1, to independently draw from the conditional posterior over the base parameterization

subject to the sign restrictions.

Algorithm 2. Let π(Θ) be an agnostic prior over the base parameterization and let π(B,Σ) be the

marginal prior over the reduced-form parameters associated with the equivalent agnostic prior over the

orthogonal reduced-form parameterization. The following makes independent draws from the condi-

tional posterior over the base parameterization subject to the sign restrictions.

1. Independently draw (B,Σ) from the marginal posterior distribution of the reduced-form parame-

ters.

2. Use Theorem 2 to independently draw Q from the uniform distribution over O(n).

3. Set Θ = φ−1(B,Σ,Q).

4. Keep the draw if the sign restrictions are satisfied.

5. Return to Step 1 until the required number of draws has been obtained.

To see that Algorithm 2 draws from the conditional posterior over the base parameterization subject

to the sign restrictions, notice that Step 1 independently draws from

p(YT |B,Σ)π(B,Σ) = p(YT |φ−1(B,Σ,Q))
π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))

∫
O(n)

dQ

and Step 2 independently draws from q(Q|B,Σ) = 1∫
O(n) dQ

. Hence, Steps 1 and 2 are independently

drawing from

p(YT |φ−1(B,Σ,Q))
π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))
.

Finally, Step 3 uses φ−1 to transform (B,Σ,Q), hence Steps 1 to 3 are independently drawing from

p(YT |φ−1(B,Σ,Q))π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))vφ−1(B,Σ,Q)
= p(YT |φ−1(B,Σ,Q))π(φ−1(B,Σ,Q)) = p(YT |Θ)π(Θ).
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4.1 Priors and Posteriors Conditional on Sign Restrictions

Let R denote the set of all parameters in the base parameterization that satisfy some collection of

restrictions. A conditional prior defined over R is said to be conditionally agnostic with respect

to identification if the conditional prior is equal across observationally equivalent parameters that

satisfy the restrictions. If π(Θ) is a prior defined over all Θ that is agnostic, then π(Θ|Θ ∈ R) will

be conditionally agnostic since the conditional prior is proportional to the unconditional prior. In

a similar fashion, we say that a conditional posterior defined over R is conditionally agnostic if the

conditional posterior is equal across observationally equivalent parameters that satisfy the restrictions.

It is easy to show that a conditional posterior defined over R is conditionally agnostic if and only if

the conditional prior defined over R is conditionally agnostic.

Let S denote the set of all parameters in the base parameterization that satisfy the sign restrictions.

Corollary 1 implies that, at least for the three parameterizations considered in this paper, a prior

over the base parameterization is agnostic if and only if it is equivalent to an agnostic prior over

the orthogonal reduced-form parameterization. The reason this holds is that the volume element

vφ(φ−1(B,Σ,Q)) does not depend on the orthogonal matrix Q. Because S is an open set, the volume

element of φ and the volume element of φ restricted to S will be equal when evaluated at any element

of S. Thus, for the three parameterizations considered in this paper, a conditional prior over the base

parameterization defined over S is conditionally agnostic if and only if it is equivalent to a conditionally

agnostic prior over the orthogonal reduced-form parameterization defined over φ(S).

This discussion has two important implications. First, Algorithm 2 produces independent draws

from conditionally agnostic posteriors over the base parameterization subject to the sign restrictions.

Second, when subject to the sign restrictions, conditionally agnostic priors and posteriors over one

parameterization are equivalent to conditionally agnostic priors and posteriors over any of the other

parameterizations, so the choice of parameterization is largely one of convenience. This will not be true

when subject to zero restrictions. The set of all parameters in the base parameterization satisfying

the zero restrictions will not be an open set, the volume element of φ and the volume element of

φ restricted to the parameters satisfying the zero restrictions will not be equal, and a conditionally

agnostic prior over one parameterization will not be equivalent to a conditionally agnostic prior over

another parameterization.
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4.2 Flat Priors

Baumeister and Hamilton (2015a) highlight some risks of using Algorithm 2. They point out that an

agnostic prior over the orthogonal reduced-form parameterization may imply an equivalent prior over

the base parameterization that is not flat. This is an important concern because a researcher may be

interested in having the flat prior over the base parameterization. While this is true, it is also the

case that the flat prior over the base parameterization is agnostic and, therefore, it is equivalent to a

prior over the orthogonal reduced-form parameterization that is uniform over O(n). In other words,

if a prior over the base parameterization implies an equivalent prior over the orthogonal reduced-form

parameterization that is not uniform over O(n), then the prior over the base parameterization cannot

be flat. This can be seen in the following corollary of Proposition 1.

Corollary 2. The flat prior over the base parameterization is equivalent to a prior over the orthogonal

reduced-form parameterization that is uniform over O(n).

Thus, it is possible to use Algorithm 2 when one wants to work with flat priors over the base

parameterization. However, while the equivalent prior over the orthogonal reduced-form parameteri-

zation will be uniform over O(n), it will not be flat over the reduced-form parameters. This can be

seen in the following corollary of Proposition 1.

Corollary 3. A prior over the structural parameterization is flat if and only if the equivalent prior

over the orthogonal reduced-form parameterization is proportional to | det(Σ)|− 2n+m+1
2 . A prior over

the IRF parameterization is flat if and only if the equivalent prior over the orthogonal reduced-form

parameterization is proportional to | det(Σ)| 2np−m−1
2 .

Corollary 3 implies that in both cases the equivalent prior over the orthogonal reduced-form param-

eterization is uniform over O(n) and that one can define the flat prior over the desired parameterization

by specifying the “right” prior over the reduced-form parameters. It is important to notice that if one

specifies the prior over the reduced-form parameters so that the equivalent prior over the structural

parameterization is flat, the equivalent prior over the IRF parameterization is not flat. It is also the

case that if one specifies the prior over the reduced-form parameters so that the equivalent prior over

the IRF parameterization is flat, the equivalent prior over the structural parameterization is not flat.

It is also obvious that if the researcher chooses the flat prior over the orthogonal reduced-form pa-

rameterization, then the equivalent prior over neither the structural nor the IRF parameterizations is
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flat. Thus, for flat priors the choice of base parameterization matters. The researcher must choose the

parameterization over which to be flat.

The priors defined in Corollary 3 both imply normal-inverse-Wishart posteriors of the reduced-

form parameters; hence, Step 1 of Algorithm 2 can be easily applied. This can be seen in the next

proposition.

Proposition 2. If the reduced-form prior is proportional to | det(Σ)|−a2 , then the normal-inverse-

Wishart reduced-form posterior is defined by

p (Σ | Y) ∝ |Σ|−
ν+n+1

2 exp

{
−1

2
tr
(
SΣ−1

)}
and

p (B | Y,Σ) ∝ |Σ|−
m
2 exp

{
−1

2
vec(B− B̂)′

(
Σ−1 ⊗X′X

)
vec(B− B̂)

}
,

where Y = [y1, . . . ,yT ]′, X = [x1, . . . ,xT ]′, B̂ = (X′X)−1 X′Y, S = (Y − XB̂)′(Y − XB̂), and

ν = T + a−m− n− 1.

Proof. See DeJong (1992).

This says that the marginal posterior of Σ is inverse-Wishart with parameters ν and S and the

posterior of B, conditional on Σ, is normal with mean B̂ and variance Σ⊗ (X′X)−1.

Finally, it is important to note that since π(Θ|Θ ∈ R) is proportional to π(Θ), it is the case that if

π(Θ) is a flat prior defined over all Θ, then π(Θ|Θ ∈ R) will be flat over all parameters that satisfy the

restrictions. Thus, it makes sense to talk about conditionally flat priors over the base parameterization

subject to the restrictions.

5 Zero Restrictions

We now adapt Algorithm 2 to handle the case of sign and zero restrictions. When there are only

sign restrictions, the set of all parameters satisfying the restrictions is of positive measure in the set

of all parameters. However, when there are both sign and zero restrictions, the set of all parameters

satisfying the restrictions is of measure zero. This is because the zero restrictions define a smooth

manifold of measure zero in the set of all structural parameters. The zero restrictions that we will

impose are of the form β(Θ) = 0, where β(Θ) = (ZjF(Θ)ej)1≤j≤n. If nΘ is the dimension of the base

parameterization, then β is a function from an open subset of RnΘ into R
∑n
j=1 zj . Standard results
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show that, because Dβ is of full row rank, the zeros of β will define a (nΘ −
∑n

j=1 zj)-dimensional

smooth manifold in RnΘ .8 This invalidates the direct use of Algorithm 2 to make independent draws

from the conditional posterior over the base parameterization subject to the zero restrictions. Since

the set of all parameters that satisfy both the sign and zero restrictions is of positive measure only

in the set of all parameters that satisfy the zero restrictions, if we could make independent draws

from the parameters that satisfy the zero restrictions, then we could apply a variant of Algorithm 2

to obtain independent draws from the set of parameters satisfying both the sign and zero restrictions.

In this section, we do precisely that.

5.1 Zero Restrictions in the Orthogonal Reduced-Form Parameterization

The zero restrictions in the base parameterization are ZjF(Θ)ej = 0, for 1 ≤ j ≤ n. Because Θ =

φ−1(B,Σ,Q) = φ−1(B,Σ, In)Q, the zero restrictions in the orthogonal reduced-form parameterization

are

ZjF(Θ)ej = ZjF(φ−1(B,Σ,Q))ej = ZjF(φ−1(B,Σ, In))Qej = 0,

for 1 ≤ j ≤ n. This means that the zero restrictions in the orthogonal reduced-form parameterization

are really just linear restrictions on each column of the orthogonal matrix Q, conditional on the

reduced-form parameters (B,Σ). It is this observation that is key to being able to make independent

draws from the set of parameters that satisfy the zero restrictions.

Algorithm 3. Let π(Θ) be an agnostic prior over the base parameterization and let π(B,Σ) be the

marginal prior over the reduced-form parameters associated with the equivalent agnostic prior over the

orthogonal reduced-form parameterization. The following makes independent draws from a conditional

distribution over the base parameterization subject to the zero restrictions.

1. Independently draw (B,Σ) from the posterior distribution of the reduced-form parameters.

2. Draw (x1, · · · ,xn) independently from a standard normal distribution on Rn

3. Set

Q =
[

N1N′1x1

‖N′1x1‖ · · ·
NnN′nxn
‖N′nxn‖

]
where the columns of matrix Nj form an orthonormal basis for the null space of the (j−1+zj)×n

8See Spivak (1965) for details.
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matrix

Mj =
[

N1N′1x1

‖N′1x1‖ · · ·
Ni−1N′j−1xj−1

‖N′j−1xj−1‖ (ZjF(φ−1(B,Σ, In))′
]′

for 1 ≤ j ≤ n.

4. Set Θ = φ−1(B,Σ,Q).

5. Return to Step 1 until the required number of draws has been obtained.

While the matrix Nj is not unique, the vector NjN
′
jxj/‖ N′jxj ‖ is, so the algorithm is well

defined. By construction, the orthogonal matrix Q obtained in Steps 2 and 3 is orthogonal and

ZjF(φ−1(B,Σ, In))Qej = 0 for 1 ≤ j ≤ n. So, the algorithm produces independent draws from a

distribution over the base parameterization that satisfies the zero restrictions. In the next section,

we show how to numerically compute this density, but is this density equal to the density of the

conditional posterior over the base parameterization subject to the zero restrictions? Unfortunately, it

will turn out that the answer to this question is no. Nevertheless, because we can numerically compute

this density, we can use Algorithm 3 to importance sample independent draws from the conditional

posterior over the base parameterization subject to the zero restrictions.

One should note that if there are no zero restrictions, then Step 3 produces the QR-decomposition

of matrix X = [x1 · · · xn] obtained in Step 2. So, Steps 2 and 3 of Algorithm 3 correspond exactly to

Step 2 of Algorithm 2.

5.2 The Density Implied by Algorithm 3

Step 1 of Algorithm 3 independently draws from

p(YT |B,Σ)π(B,Σ) = p(YT |φ−1(B,Σ,Q))
π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))

∫
O(n)

dQ

and Steps 2 and 3 independently draw from q(Q|B,Σ). Hence, Steps 1 to 3 are independently drawing

from

p(YT |φ−1(B,Σ,Q))
π(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))
q(Q|B,Σ)

∫
O(n)

dQ.

Finally, Step 4 uses φ restricted to Z, which is the set of all parameters in the base parameterization

that satisfy the zero restrictions, to transform (B,Σ,Q). If vφ|Z(φ−1(B,Σ,Q)) denotes the volume
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element of φ restricted to Z, then Steps 1 to 4 independently draw from

p(YT |φ−1(B,Σ,Q))
π(φ−1(B,Σ,Q))vφ|Z(φ−1(B,Σ,Q))

vφ(φ−1(B,Σ,Q))
q(Q|B,Σ)

∫
O(n)

dQ,

which is proportional to

p(YT |Θ)π(Θ)
vφ|Z(Θ)

vφ(Θ)
q(Q|B,Σ).

It is important to note that since Z is not an open set, vφ(Θ) will not equal vφ|Z(Θ) in general.

Also, because Z is not an open set, we cannot use Theorem 1 to compute vφ|Z(Θ). In Section 5.3 we

will show how to compute vφ|Z(Θ) and in Section 5.4 we will show how to compute q(Q|B,Σ). The

conditional posterior over the base parameterization subject to the zero restrictions is proportional to

p(YT |Θ)π(Θ). Thus, if we importance weight the draws from Algorithm 3 by

vφ(Θ)

vφ|Z(Θ)q(Q|B,Σ)
,

the weighted draws will be from the conditional posterior over the base parameterization subject to

the zero restrictions.

A natural question to ask is why we did not have to importance weight the draws from Algorithm 2.

The reason is twofold. First, because there were only sign restrictions and S is open, the volume

elements vφ(Θ) and vφ|S(Θ) would be equal. Second, the draws of Q in Algorithm 2 were from the

uniform distribution over O(n), so the analog of q(Q|B,Σ) would be constant and equal to 1/
∫
O(n)

dQ.

Thus the importance weights would be constant.

5.3 Volume Elements of Restricted Functions

In order to compute the importance weights, we must be able to compute both vφ|Z(Θ) and q(Q|B,Σ).

In this section we show how to compute the volume element of a function subject to zero restrictions

of a certain form. Then, we will use this theory to construct vφ|Z(Θ). In Section 5.4 we will show how

q(Q|B,Σ) is also related to the volume element of a function subject to zero restrictions of the type

described in the theorem below. The following is a generalization of the change of variable theorem.

Theorem 3. Let U be an open set in Rb, let φ : U → Ra be a differentiable function, and let

β : U → Rb−d be a differentiable function such that Dβ(u) is of full row rank whenever β(u) = 0. Let
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M = {u ∈ U |β(u) = 0}, let φ|M denote the function φ restricted to M, and define vφ|M(u) by

vφ|M(u) = |det(N′u ·Dφ(u)′ ·Dφ(u) ·Nu)|
1
2 , (9)

where Nu is any b× d matrix whose columns form an orthonormal basis for the null space of Dβ(u).

If vφ|M(u) 6= 0 for every u ∈ M and φ|−1
M exists and is continuous, then for every measurable set

W ⊂M and for every measurable function λ :M→ R

∫
W

λ(u)du =

∫
φ(W )

λ(φ|−1
M(v))

vφ|M(φ|−1
M(v))

dv. (10)

Proof. See Spivak (1965).

Because Dβ is of full row rank, the dimension of the null space of Dβ is d as required in the

theorem. The matrix Nu is only defined up to right multiplication by a d × d orthogonal matrix;

however, because the determinant of an orthogonal matrix is equal to plus or minus one, equation (9)

is well defined. Also because Dβ is of full row rank, M will be a d-dimensional smooth manifold in

Rb and because vφ|M(u) 6= 0 and φ|−1
M exists and is continuous, φ(M) will be a d-dimensional smooth

manifold in Ra. This is important because it implies that there is a well-defined measure on both M

and φ(M) given by the manifold structure and the integrals in equation (10) are with respect to these

measures.

If we take β(Θ) = (ZjF(Θ)ej)1≤j≤n, then the regularity condition on F ensures that Dβ is al-

ways of full row rank. The set of all the zeros of β is Z and the function φ, which maps the base

parameterization into the orthogonal reduced-form parameterization, is differentiable and invertible

with continuous inverse. Thus, φ|−1
Z , which is equal to φ−1|φ(Z), is continuous. Finally, the derivative

of φ is of full column rank, which implies that Dφ(Θ)NΘ is also of full column rank. So, vφ|Z (Θ) 6= 0

for every Θ ∈ Z. Thus Theorem 3 enables us to directly compute vφ|Z(Θ). In the next section we

show that Theorem 3 can also be used to compute q(Q|B,Σ).

5.4 Computing q(Q|B,Σ)

Because the columns of Nj are orthonormal, the distribution of N′jxj ∈ Rn+1−j−zj , defined in Algo-

rithm 3, is also standard normal for 1 ≤ j ≤ n.9 Thus the distribution of N′jxj/‖ N′jxj ‖ will be

9The vector N′jxj will be of dimension n+ 1− j− zj if and only if the (i− 1 + zj)×n matrix Mj is of full row rank
for 1 ≤ j ≤ n. In general, Mj will be of full row rank for 1 ≤ j ≤ n, except possibly on a set of measure zero.
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uniform over the unit sphere in Rn+1−j−zj for 1 ≤ j ≤ n. So, if we define γB,Σ :
∏n

j=1 Rn+1−j−zj → Rn2

by

γB,Σ(w1, · · · ,wn) =
[
N1w1 · · · Nnwn

]
and let

S =

{
(w1, · · · ,wn) ∈

n∏
j=1

Rn+1−j−zj

∣∣∣∣∣ ‖ wj ‖2= 1, for 1 ≤ j ≤ n

}
,

we can think about drawing from q(Q|B,Σ) as a two-step process. First draw wi from the uniform

distribution over the unit sphere in Rn+1−j−zj for 1 ≤ j ≤ n and then transform the draws using

γB,Σ|S . Because the wi are drawn from a uniform distribution, Theorem 3 implies that q(Q|B,Σ) is

proportional to
1

vγB,Σ|S(γB,Σ|−1
S (Q))

.

Since we will compute vγB,Σ|S(γB,Σ|−1
S (Q)) using Theorem 3, we need to ensure that the assumptions of

Theorem 3 are satisfied. The function β in Theorem 3 is given by β(w1, · · · , wn) = (‖ wj ‖2 −1)1≤j≤n.

It is easy to see that Dβ is always of full row rank. The function φ in Theorem 3 corresponds to

γB,Σ. This function is defined in terms of the Nj, for 1 ≤ j ≤ n, which are orthonormal bases for

the matrices Mj. Since the Nj are only defined up to right multiplication by an orthogonal matrix,

γB,Σ is not well-defined. However, for almost all values of (B,Σ), there exists an open set UB,Σ in∏n
j=1 Rn+1−j−zj whose complement is of measure zero such that γB,Σ can be defined over UB,Σ so that

it is differentiable. When restricted to S ∩ UB,Σ it is one-to-one, so γB,Σ|−1
S∩UB,Σ

exists. Furthermore,

γB,Σ|−1
S∩UB,Σ

will be continuous and vγB,Σ|S∩UB,Σ
will be non-zero at every point in S ∩ UB,Σ. This is

enough to apply Theorem 3.10

If zj = 0 for 1 ≤ j ≤ n, so that there are no zero restrictions, vγB,Σ|S will be constant. This follows

from the fact that Algorithm 2 and Algorithm 3 are equivalent when there are no zero restrictions. It

is also the case that vγB,Σ|S will be constant when zj = 0 for 1 < j ≤ n, but z1 > 0.11 While these

two cases will simplify the computation of the importance weights, the weights still must be computed

because vφ(Θ)/vφ|Z(Θ) will not be constant.

10One could compute Nj using the null() function in Matlab, but we find the volume elements are numerically more
stable using the QR-decomposition. In particular, Nj can be taken to be the last n + 1 − j − zj columns of the n× n
orthogonal matrix in the QR-decomposition of M′

j .
11In order for vγB,Σ|S to be constant when there are zero restrictions on only one structural shock, this structural

shock must be ordered first, which can be done without loss of generality.

23



5.5 An Importance Sampler

Combining the results in this section, the following algorithm makes independent draws from the

conditional posterior over the base parameterization subject to the sign and zero restrictions.

Algorithm 4. Let π(Θ) be an agnostic prior over the base parameterization and let π(B,Σ) be the

marginal prior over the reduced-form parameters associated with the equivalent agnostic prior over the

orthogonal reduced-form parameterization. The following makes independent draws from the condi-

tional posterior over the base parameterization subject to the sign and zero restrictions.

1. Independently draw (B,Σ) from the posterior distribution of the reduced-form parameters.

2. Draw (x1, · · · , xn) independently from a standard normal distribution on Rn.

3. Set

Q =
[

N1N′1x1

‖N′1x1‖ · · ·
NnN′nxn
‖N′nxn‖

]
.

4. Set Θ = φ−1(B,Σ,Q).

5. If Θ satisfies the sign restrictions, then set its importance weight to

vγB,Σ|S (γB,Σ|−1
S (Q))vφ(Θ)

vφ|Z (Θ)
,

otherwise, set its importance weight to zero.

6. Return to Step 1 until the required number of draws has been obtained.

Computing the volume elements vγB,Σ|S (γB,Σ|−1
S (Q)) and vφ|Z (Θ) in Step 5 is the most expensive

part in implementing Algorithm 4. The rest of Algorithm 4 is quite fast. But the reader should note

that we do not need to compute vγB,Σ|S (γB,Σ|−1
S (Q)) and vφ|Z (Θ) for all the draws of Θ = φ−1(B,Σ,Q),

only for those that satisfy the sign restrictions. Numerical and timing issues associated with the

computation of the volume elements will be analyzed in Section 6.

5.6 Priors and Posteriors Conditional on Zero Restrictions

As explained in Section 4.1, a conditional prior over the base parameterization subject to the sign

restrictions is conditionally agnostic if and only if it is equivalent to a conditionally agnostic prior
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over any of the other parameterizations. Hence, when only sign restrictions are involved, the choice

of base parameterization is one of convenience. However, in the presence of zero restrictions this

is no longer true. A conditional prior over the base parameterization subject to the zero restric-

tions that is conditionally agnostic will not be equivalent to a conditionally agnostic prior over any

of the other parameterizations. This follows from the fact that, in general, vφ|Z (φ−1(B,Σ,Q)) de-

pends on the orthogonal matrix Q.12 Indeed, as we saw in Section 4.1, if π(Θ) is an agnostic prior

over the base parameterization, π(Θ|Θ ∈ Z) will be conditionally agnostic since it is proportional to

π(Θ). The equivalent conditional prior over the orthogonal reduced-form parameterization subject

to the zero restrictions is π(φ−1(B,Σ,Q)|φ−1(B,Σ,Q) ∈ Z)/vφ|Z (φ−1(B,Σ,Q)). If, given B and Σ,

vφ|Z (φ−1(B,Σ,Q)) varies across orthogonal matrices Q, then the equivalent conditional prior over the

orthogonal reduced-form parameterization subject to the zero restrictions will not be conditionally ag-

nostic. Similarly, a conditional posterior over the base parameterization subject to the zero restrictions

that is conditionally agnostic will not be equivalent to a conditionally agnostic posterior over any of

the other parameterizations.

This discussion has two implications. First, Algorithm 4 produces independent draws from the

conditionally agnostic posterior over the base parameterization subject to the sign and zero restric-

tions. Second, when zero restrictions are present, the choice of base parameterization is not one of

convenience. The researcher needs to decide over which parameterization to be conditionally agnostic.

6 Numerical Issues

While Algorithm 4 is fairly straightforward to apply, as with any numerical algorithm, there are

different implementations and these differences can affect both the efficiency and the accuracy of the

algorithm. In this section we highlight some of these issues. We first describe how to compute the

numerical derivatives associated with the computation of the volume elements vγB,Σ|S (γB,Σ|−1
S (Q)) and

vφ|Z (Θ). Second, we will highlight how computing these volume elements is very expensive, so we need

to be judicious when doing so. Finally, we will talk about the effective sample size associated with the

importance sampling embedded in Algorithm 4.

12Because S is open, vφ|Z∩S
(φ−1(B,Σ,Q)) = vφ|Z (φ−1(B,Σ,Q)). Thus it suffices to consider the zero restrictions in

isolation.
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6.1 Numeric Derivatives

As mentioned, computing the volume elements vγB,Σ|S (γB,Σ|−1
S (Q)) and vφ|Z (Θ) in Step 5 is the most

expensive part in implementing Algorithm 4. Both of these can be computed using equation (9), which

requires the computation of two derivatives. Generically, if f : Rb → Ra, then Df is an a× b matrix

and the jth column of Df can be approximated by (f(x + εej)− f(x))/ε, where ej is the jth column

of the b × b identity matrix. This is called the one-sided approximation and requires b + 1 function

evaluations. Alternatively, one could approximate using (f(x + εej) − f(x − εej))/(2ε). This is the

two-sided approximation and requires 2b function evaluations. In general, the two-sided approximation

is more accurate, but is almost twice as expensive (see Section 6.2). In most applications, we find

that the one-sided approximation is good enough, but one must keep in mind that this might not

always be the case. We recommend that in preliminary runs, one try both and only use the two-sided

approximation if the results vary between the two techniques. In Section 8.5 we show that, for our

application, using either one- or two-sided derivatives affects neither the computation of the volume

elements nor the IRFs.

The other choice is the size of the tolerance, which is ε in the previous paragraph. We recommend

values between 10−4 and 10−7, with 10−5 as a good starting point. Given the complexities of the

functions φ and γB,Σ we do not recommend values smaller than square root machine epsilon, which is

approximately 10−7 when using double precision.

6.2 Judicious Evaluations of Volume Elements

Step 5 is the most expensive part of Algorithm 4. For this reason it is important to compute the

volume elements only if the sign restrictions hold. For example, assume we want to identify a seven-

variables system with 12 lags using three sign and three zero restrictions. If we apply Algorithm 4

naively and we compute the volume elements for all the iterations and not only if the sign restrictions

hold, it takes approximately 34.5 minutes (or 2,064 seconds) to do 10,000 iterations of Algorithm 4.13

This exercise is represented by Timing 2 in Table 1. Of this time, 34 minutes (or 2,036 seconds) is

devoted to computing the volume elements, which is Step 5, and just 28 seconds are used by all the

other steps combined. This exercise is represented by Timing 1 in the same table. For this reason,

it is critical to keep the volume element evaluation to a minimum. In the above timings, the volume

elements were computed for every iteration, but they only need to be computed if the iteration satisfies

13This was programmed in Matlab and run on a MacBook Pro with a 2.3GHz Intel i7 processor and 16GB of RAM.
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the sign restriction. In this example, about 20 percent of the iterations satisfy the sign restrictions

(2,079 out of 10,000) so if we evaluate the volume elements only for independent draws that satisfy the

sign restrictions, the run time drops to under 7.4 minutes (or 441 seconds), a significant savings. This

exercise is represented by Timing 4 in Table 1. This becomes crucial as the number of sign restrictions

increases, so that the percentage of draws satisfying the sign restrictions decreases. For instance, if

only 1 percent of the iterations were to satisfy the sign restrictions, then it would require approximately

1,000,000 iterations of Algorithm 4 to produce 10,000 independent draws satisfying the sign and zero

restrictions. If the volume elements were computed for all the iterations, this would take well over two

full days to complete. However, if the volume elements were evaluated only for those draws satisfying

the sign restrictions, then 10,000 independent draws satisfying the sign and zero restrictions could be

produced in well under four hours.

4 lags + 3 sign + 1 zero 12 lags + 3 signs + 3 zeros
n = 5 n = 6 n = 7 n = 5 n = 6 n = 7

Timing 1 15 17 23 19 23 28
Timing 2 362 580 988 819 1301 2064
Timing 3 221 330 563 529 805 1242
Timing 4 69 106 181 196 293 441
Timing 5 52 65 112 133 187 277

Draws satisfying signs 1620 1532 1617 2248 2146 2079
Effective sample size? 0.80 0.85 0.79 0.69 0.48 0.37

Table 1: Time is reported in seconds
Note: Timing 1 computes how long it takes to do every step in Algorithm 4 when Step 5 is not computed. Timing 2
evaluates the same procedure as Timing 1 but computing the weights for every draw, even if they do not satisfy the sign
restrictions. Timing 3 evaluates the same procedure as Timing 2 but using a one-sided derivative. Timing 4 computes
the timing of Algorithm 4. Timing 5 evaluates the same procedure as Timing 4 but using a one-sided derivative. Draws
satisfying signs refers to the number of iterations satisfying the sign restrictions. n denotes the total number of variables
in the system.
? Effective sample size as share of draws satisfying the sign restrictions.

All the timings mentioned above were for a two-sided derivative computation. Using a one-sided

derivative decreases the computation time by about 40 percent. For instance, instead of taking 7.4

minutes to run 10,000 iterations of Algorithm 4, it only took 4.6 minutes (277 seconds). This exercise

is represented by Timing 5 in Table 1. Timing 3 represents the time for the naive implementation of

the algorithm when a one-sided derivative is used. As we will see in Section 8.5, while the accuracy of

the volume element computation decreases, the effects of this reduced accuracy are barely noticeable

in the impulse responses.

The results just analyzed correspond to a seven-variables SVAR with 12 lags using three sign and
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three zero restrictions and are represented in the last column of Table 1. The same table reflects

the times for five additional systems: two other SVARs with 12 lags using three sign and three zero

restrictions (one with six variables and another with five) and three SVARs with four lags using three

sign and one zero restriction (seven, six, and five variables). As the reader can see, the conclusions are

pretty robust to changes in the size of the SVAR .

6.3 Effective Sample Size

When using importance sampling, one should always compute the effective sample size to guard against

having only a few draws dominate the sample. If wi is the weight associated with the ith draw, then

the effective sample size is (∑N
i=1wi

)2

∑N
i=1w

2
i

,

where N is the total number of draws.

The effective sample size is always between 1 and N . As its name implies, the effective sample

size should be interpreted as the actual number of independent draws produced by the sampler. If the

weights were all equal, then the effective sample size would be N .

Because the weight of a draw that does not satisfy the sign restrictions is zero, for Algorithm 4 the

maximum effective sample size will be the number of draws satisfying the sign restrictions. In most of

the applications that we have run, the effective sample size was close to the number of draws satisfying

the sign restrictions, but one should always compute this diagnostic. In particular, for the six systems

represented in Table 1 the effective sample size as share of draws satisfying the sign restrictions was

always between 40 percent and 80 percent of the number of independent draws satisfying the signs,

and in most of the cases was above 50 percent.

7 The Penalty Function Approach

In this section, we discuss the PFA developed by Mountford and Uhlig (2009). First, we briefly

describe the algorithm associated with the PFA and mention the drawbacks of the PFA as reported

in the literature. Second, we argue that all these drawbacks can be summarized as the PFA using a

prior that it is not conditionally agnostic over any of the three parameterizations presented here. The

intention of the following sections is to highlight what are the problems associated with using priors
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that are not conditionally agnostic. We choose the PFA to compare our results because the PFA is a

commonly used approach to implement sign and zero restrictions.

The PFA consists of using a loss function to find an orthogonal matrix that satisfies the zero

restrictions and that comes close to satisfying the sign restrictions; see Mountford and Uhlig (2009)

for details. The literature has mentioned several issues with this approach. First, by choosing a single

orthogonal matrix the PFA is not set identifying the model. This drawback is important because

the robustness associated with set identification is one of the most appealing motivations for using

sign and zero restrictions instead of more traditional approaches. Second, the optimal orthogonal

matrix that solves the system of equations may be such that the sign restrictions do not hold.14

Third, as acknowledged by Uhlig (2005), the PFA rewards orthogonal matrices that imply responses

strongly satisfying the sign restrictions. This rewarding scheme can result in imposing additional

sign restrictions on seemingly unrestricted variables. For example, Caldara and Kamps (2012) use a

bivariate SVAR to show how the penalty function restricts the output response to a tax increase to

be negative. Finally, Binning (2014) points out that in those cases in which several structural shocks

are identified using the PFA, the ordering on which the structural shocks are identified determines

their importance. For the reasons mentioned above, Uhlig (2005) and Caldara and Kamps (2012)

conclude that the penalty function approach should be interpreted as a set of additional identifying

assumptions.

All these issues can be summarized as the PFA using a prior that is not conditionally agnostic over

any parameterization. Hence, when using the PFA, the prior affects identification. In fact, the prior

implied by the PFA is such that, for every value of the reduced-form parameters, a single value of

the structural parameters has positive prior probability. This implies that many structural parameters

that satisfy the restrictions are discarded by the PFA prior. In the next section, we will use Beaudry,

Nam and Wang’s (2011) empirical application to illustrate the implications of the PFA prior relative

to a conditionally agnostic prior over the structural parameterization. For robustness purposes we will

also show results using a conditionally agnostic prior over the IRF parameterization.

8 Application to Optimism Shocks

In this section, we illustrate our methodology revisiting one application related to optimism shocks

previously analyzed in the literature by Beaudry, Nam and Wang (2011) using the PFA prior. The aim

14This is true even in the extreme case in which no orthogonal matrix satisfies the sign restrictions.
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of Beaudry, Nam and Wang (2011) is to contribute to the long-running debate regarding the source

and nature of business cycles. The authors claim to provide new evidence on the relevance of optimism

shocks as the main driver of macroeconomic fluctuations using an SVAR identified with sign and zero

restrictions.

For illustrative purposes it suffices to focus on Beaudry, Nam and Wang’s (2011) less restrictive

identification scheme. We will see that while using the PFA prior one could conclude that optimism

shocks are associated with standard business cycle type phenomena because they generate a simulta-

neous boom in consumption and hours worked, this conclusion relies on the PFA prior and not on the

stated identification restrictions. Once a conditionally agnostic prior over either the structural or the

IRF parameterization is used, the described conclusion is harder to maintain.

In what follows we first describe the data and the identification strategy. Second, we compare

the results obtained, for both the IRFs and the forecast error variance decomposition (FEVD) using

the PFA and a conditionally agnostic prior over either the structural or the IRF parameterization.

Third, we parse how the PFA prior affects identification by unveiling zero restrictions not explicitly

recognized as being part of the identification strategy. Finally, we conclude the empirical application

by analyzing how using one- or two-sided derivatives affects the computation of the volume elements

and the IRFs.

8.1 Data and Identification Strategy

The benchmark SVAR in Beaudry, Nam and Wang (2011) considers five variables: TFP, stock price,

consumption, the real federal funds rate, and hours worked.15 In their less restrictive identification

strategy, shown in Table 2, optimism shocks are identified as positively affecting stock prices and as

being orthogonal to TFP at horizon zero. Appendix A gives details on their reduced-form priors and

the data.

Adjusted TFP Stock Price Consumption Real Interest Rate Hours Worked
0 Positive Unrestricted Unrestricted Unrestricted

Table 2: Restrictions on Impulse Response Functions at Horizon 0

15Beaudry, Nam and Wang (2011) also use an extended version of their model including investment and output as
additional variables. The issues illustrated here are also present when using the seven-variables model.
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Since the sign and zero restrictions are imposed at horizon zero, we have that F (A0,A+) =

L0 (A0,A+). Only the first shock, which is the optimism shock, is restricted and

S1 =
[

0 1 0 0 0
]

and Z1 =
[

1 0 0 0 0
]
.

8.2 IRFs

Let’s begin by comparing the IRFs obtained using the PFA prior with the ones obtained using the

conditionally agnostic prior over the structural parameterization. This comparison is helpful to illus-

trate how Beaudry, Nam and Wang’s (2011) results rely on the PFA prior and not on the identification

restrictions described in Table 2.

(a) PFA prior (b) C. Agnostic Prior over Structural Parameterization

Figure 2: IRFs to an Optimism Shock

Panel (a) in Figure 2 shows the point-wise median as well as the 68 percent point-wise probability

bands for the IRFs of TFP, stock price, consumption, the federal funds rate, and hours worked using
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the PFA prior.16 The key message from this panel is that optimism shocks generate a boom in

consumption and hours worked. The point-wise probability bands associated with the IRFs do not

contain zero for, at least, 20 quarters. Thus, a researcher looking at these results would conclude that

optimism shocks generate standard business cycle type phenomena.

Indeed, these IRFs are highlighted by Beaudry, Nam and Wang (2011). If these IRFs were the

result of only imposing the two restrictions described in Table 2, the findings reported in Panel (a)

of Figure 2 would strongly support the view that optimism shocks are relevant for business cycle

fluctuations. The question is how much of the results reported in Panel (a) of Figure 2 are due to the

restrictions described in Table 2 and how much are due to the PFA.

Panel (b) in Figure 2 shows that once we use a conditionally agnostic prior over the structural

parameterization to compute the implied posterior IRFs, the results highlighted by Beaudry, Nam and

Wang (2011) disappear. There are three important differences with the results reported when working

with the PFA. First, the PFA chooses a very large median response of stock prices in order to minimize

the loss function used to impose the sign restriction on stock prices. Second, the point-wise median

IRFs for consumption and hours worked are closer to zero when we use the conditionally agnostic

prior over the structural parameterization. Third, the point-wise probability bands associated with

the conditionally agnostic prior over the structural parameterization are much larger than the ones

obtained with the PFA. Figure 3 shows that similar conclusions can be reached when contrasting the

posterior IRFs implied by the PFA with those implied by a conditionally agnostic prior over the IRF

parameterization.

To highlight that the PFA not only implies artificially narrow point-wise probability bands but

also distorts the point-wise median IRFs, panel (a) in Figure 4 compares the IRFs obtained with the

conditionally agnostic prior over the structural parameterization with the median IRFs computed with

the PFA prior, and panel (b) does the analogous comparison using a conditionally agnostic prior over

the IRF parameterization. As the reader can see, the PFA boosts the effects of optimism shocks on

stock prices, consumption, and hours.

We conclude this section by discussing the IRFs obtained using a flat prior over the structural

parameterization, shown in panel (a) of Figure 5, and a flat prior over the IRF parameterization,

shown in panel (b) of Figure 5. Both cases show that the results presented in Figures 2 and 3 survive.

16There are alternative methods of summarizing the outcome of set identified SVARs models; see Inoue and Kilian
(2013). We report 68 percent point-wise probability bands in order to facilitate the comparison with the results reported
by Beaudry, Nam and Wang (2011).

32



(a) PFA prior (b) C. Agnostic Prior over IRF Parameterization

Figure 3: IRFs to an Optimism Shock

8.3 Forecast Error Variance Decomposition

Next, we examine the contribution of optimism shocks to the FEVD obtained under each of the

priors we have mentioned above. Table 3 presents the results associated with the PFA prior, the

conditionally agnostic prior over structural parameterization, and the conditionally agnostic prior over

IRF parameterization. Table 4 presents the results when flat priors are used. For ease of exposition,

we only focus on the contributions to the FEVD at horizon 40.

Using the PFA prior, the median contribution of optimism shocks to the FEVD of consumption

and hours worked is 26 and 32 percent, respectively. In contrast, using the conditionally agnostic prior

over the structural parameterization, the median contributions are 16 and 18 percent, respectively.

Moreover, using the conditionally agnostic prior over the IRF parameterization the median contribu-

tions to the FEVD of consumption and hours are 16 and 17 percent, respectively. Table 3 also reports

the 68 percent point-wise probability intervals in brackets. As was the case with the IRFs, the prob-

ability intervals are much wider under the conditionally agnostic prior over the structural or the IRF
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(a) C. Agnostic Prior over Structural Parameterization (b) C. Agnostic Prior over IRF Parameterization

Figure 4: IRFs to an Optimism Shock

PFA Prior
Conditionally Agnostic Prior over

Structural Parameterization IRF Parameterization
Adjusted TFP 0.18 0.10 0.09

[ 0.08 , 0.30 ] [ 0.03 , 0.26 ] [ 0.02 , 0.23 ]
Stock Price 0.72 0.28 0.16

[ 0.56 , 0.85 ] [ 0.07 , 0.59 ] [ 0.04 , 0.47 ]
Consumption 0.26 0.16 0.16

[ 0.13 , 0.42 ] [ 0.03 , 0.50 ] [ 0.03 , 0.48 ]
Real Interest Rate 0.14 0.19 0.19

[ 0.08 , 0.22 ] [ 0.08 , 0.38 ] [ 0.08 , 0.41 ]
Hours Worked 0.32 0.18 0.17

[ 0.21 , 0.44 ] [ 0.05 , 0.49 ] [ 0.04 , 0.46 ]

Table 3: Share of FEV Attributable to Optimism Shocks at Horizon 40

parameterization. As shown in Table, 4, a similar conclusion emerges when using the conditionally

flat priors over the structural or the IRF parameterization.
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(a) Flat Prior over Structural Parameterization (b) Flat Prior over IRF Parameterization

Figure 5: IRFs to an Optimism Shock

Flat Prior
Structural Parameterization IRF Parameterization

Adjusted TFP 0.10 0.09
[ 0.03 , 0.26 ] [ 0.03 , 0.24 ]

Stock Price 0.28 0.16
[ 0.07 , 0.59 ] [ 0.04 , 0.47 ]

Consumption 0.16 0.15
[ 0.03 , 0.50 ] [ 0.03 , 0.48 ]

Real Interest Rate 0.19 0.19
[ 0.08 , 0.38 ] [ 0.08 , 0.41 ]

Hours Worked 0.18 0.16
[ 0.05 , 0.49 ] [ 0.04 , 0.45 ]

Table 4: Share of FEV Attributable to Optimism Shocks at Horizon 40

8.4 Additional Restrictions

We now analytically characterize the PFA and analyze its implications for the application studied here.

If we take the function h(Σ) to be the Cholesky decomposition with h(Σ) upper triangular with positive
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diagonal,17 direct computations show that, for any value of the reduced-form parameters, the PFA

chooses an orthogonal matrix Q∗ = [q∗1 . . . q5] where the first column is equal to q∗1 = [0 1 0 0 0]′.

For every reduced-form parameter (B,Σ), let (A∗0,A
∗
+) be the value of the structural parameters

implied by (B,Σ,Q∗), i.e. (A∗0,A
∗
+) = f−1

h (B,Σ,Q∗). Clearly, this value of the structural parameters

satisfies both the sign and the zero restriction described in Table 2.

Consider the set O(5) defined by

O(5) =
{

[q1 . . . q5] ∈ O(5) | q1 = [0 q2,1 q3,1 q4,1 q5,1]′ and q2,1 > 0
}
.

For every reduced-form parameter (B,Σ) and Q ∈ O(5), let (A0,A+) be the value of the structural pa-

rameters implied by (B,Σ,Q), i.e., (A0,A+) = f−1
h (B,Σ,Q). This value of the structural parameters

also satisfies both the sign and the zero restriction described in Table 2.

Since (A∗0,A
∗
+) and (A0,A+) are observationally equivalent and satisfy the sign and the zero

restriction described in Table 2, a conditionally agnostic prior over the structural parameterization

subject to the sign and zero restrictions will weight them equally. Clearly, the PFA prior is not a con-

ditionally agnostic prior over the structural parameterization subject to the sign and zero restrictions

because it gives zero weight to any value of the structural parameters implied by Q ∈ O(5) except for

one. A similar argument shows that the PFA prior is not a conditionally agnostic prior over the IRF

parameterization either.

In the application being analyzed here, the fact that the PFA prior is not conditionally agnostic over

any parameterization translates into additional restrictions on the structural parameters. For example,

if (A∗0,A
∗
+) = f−1

h (B,Σ,Q∗), then the first column of A∗0 = h(Σ)−1Q∗ is of the form [t1,2 t2,2 0 0 0]′,

where ti,j is the (i,j) entry of h(Σ)−1. Thus the PFA prior only gives positive prior probability to

structural parameters such that the first column is of the above form. This means that the PFA

introduces zero restrictions on the structural parameters that are not explicitly acknowledged in the

identification strategy described in Table 2.

8.5 One-Sided Versus Two-Sided Derivatives

In Section 6.2, we have shown several cases where using one-sided derivatives decreases computing

time by about 40 percent. We now show that, at least for our application, this can be done without

17Similar computations could be done for other choices of h(Σ), but they would not be as direct. In fact, we use
this decomposition because it is the one that Mountford and Uhlig (2009) use.
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compromising the numerical accuracy of either the volume elements or the IRFs.

Figure 6: Volume Elements Comparison

Consider Figure 6. This figure shows histograms of the difference between the volume elements

associated with the mappings vγB,Σ|S (γB,Σ|−1
S (Q)) and vφ|Z(Θ), respectively, when computed using one-

sided derivatives relative to when the same volume elements are computed using two-sided derivatives.18

The difference is expressed in terms of the volume elements computed using two-sided derivatives and

in percentages. Henceforth, we refer to this as the percent difference in volume elements. For example,

letting vone-sided denote a volume element computed using one-sided derivatives and vtwo-sided denote the

same volume element computed using two-sided derivatives, the percent difference in volume elements

is equal to 100 × (vone-sided − vtwo-sided)/vtwo-sided. The histograms show that the one-sided derivatives

are in the 10−4 percent neighborhood of the two-sided derivatives. These results indicate that it is

unlikely to find cases in which the one- and two-sided derivatives differ.

Next, we show that the percent differences in volume elements reported above do not affect IRFs.

Figure 7 plots the percentage point difference between the median IRFs and the bounds of the prob-

ability bands of the IRFs obtained using one-sided derivatives and the ones obtained using two-sided

derivatives. In all the cases, the percentage point difference is small, and the conclusions a researcher

would obtain are unchanged.

18Here Θ is the structural parameterization. A similar picture emerges when Θ is the IRF parameterization
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Figure 7: IRFs Comparison

9 Conclusion

We developed efficient algorithms for inference based on SVARs identified with sign and zero re-

strictions. Critically, our theoretically grounded algorithms guarantee that identification is coming

only from the sign and zero restrictions proclaimed by the researcher. We extend the sign restrictions

methodology developed by Rubio-Ramı́rez, Waggoner and Zha (2010) to allow for zero restrictions. As

was the case in Rubio-Ramı́rez, Waggoner and Zha (2010), we obtain most of our results by imposing
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sign and zero restrictions on the impulse response functions, but our algorithm allows for a larger class

of restrictions.

Appendices

A Empirical Application: Estimation and Inference

Following Beaudry, Nam and Wang (2011) we estimate equation (3) with four lags using Bayesian

methods with a normal-inverse-Wishart prior as in Uhlig (2005). We use the data set created by

Beaudry, Nam and Wang (2011). This data set contains quarterly U.S. data for the sample period

1955Q1-2010Q4 and includes the following variables: TFP, stock price, consumption, real federal funds

rate, and hours worked. TFP is the factor-utilization-adjusted TFP series from John Fernald’s website.

Stock price is the Standard and Poor’s 500 composite index divided by the CPI of all items from the

Bureau of Labor Statistics (BLS). Consumption is real consumption spending on non-durable goods

and services from the Bureau of Economic Analysis (BEA). The real federal funds rate corresponds

to the effective federal funds rate minus the inflation rate as measured by the growth rate of the

CPI all items from the BLS. Hours worked correspond to the hours of all persons in the non-farm

business sector from the BLS. The series corresponding to stock price, consumption, and hours worked

are normalized by the civilian non-institutional population of 16 years and over from the BLS. All

variables are logarithmic levels except for the real interest rate, which is in levels but not logged.

B Other Approaches

In this Appendix we show how several of the alternative approaches used in the literature implicitly

define priors over the IRF parameterization conditional on the zero restrictions that are not condi-

tionally agnostic. We use the IRF parameterization because most of these approaches specify the sign

and zero restrictions over this parameterization but it would be easy to extend the results shown here

to the structural parameterization. We do not do it in the interest of space.

The alternative approaches we consider are the algorithms proposed by Gambacorta, Hofmann and

Peersman (2014), Baumeister and Benati (2013), and Binning (2014). For the reasons explained in

Section 5.6, we only focus on the zero restrictions associated with each identification strategy.

Under the definition of conditionally agnostic, to show that a particular prior is not conditionally

agnostic, one would have to obtain observationally equivalent parameters that satisfy the restrictions
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but have different prior density values. For the models of Baumeister and Benati (2013) and Binning

(2014), computing the prior density is difficult, so we have to find a different technique for determining

that their priors are not conditionally agnostic. The idea is to condition on the reduced-form param-

eters. In particular, given (B,Σ), consider all the base parameters Θ such that φ(Θ) = (B,Σ,Q) for

any orthogonal matrix Q. If the prior is conditionally agnostic in the base parameterization, then the

prior must be equal across all the Θ defined above. This implies that for any conditionally agnostic

prior, the distribution of Θ conditional on (B,Σ) is the same. Furthermore, if θi is the ith component

of Θ, then the distribution of θi conditional on (B,Σ) will be the same across all conditionally ag-

nostic priors. So, we can draw θi conditional on (B,Σ) from some prior that is known to be agnostic

and then compare the resulting distribution of θi with the one coming from the draws described by

Baumeister and Benati (2013) or Binning (2014). If the distributions are not the same, then the priors

of Baumeister and Benati (2013) or Binning (2014) cannot be conditionally agnostic.

B.1 Gambacorta, Hofmann and Peersman (2014)

Gambacorta, Hofmann and Peersman (2014) consider a four-variables SVAR and impose the two zero

restrictions on L0 described on Table 5, where x indicates that the IRF is not restricted to be equal

to zero.

Shock 4
Variable 1 0
Variable 2 0
Variable 3 x
Variable 4 x

Table 5: Zero Restrictions on L0

Gambacorta, Hofmann and Peersman (2014) work on the orthogonal reduced-form parameteri-

zation and impose the zero restrictions using the following two-step algorithm. First, they consider

orthogonal matrices of the following form

Q =


1 0 0 0

0 1 0 0

0 0 cos (θ) −sin (θ)

0 0 sin (θ) cos (θ)

 , (11)
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where θ is drawn from the uniform distribution over [0, π]. Second, (B,Σ) are drawn from the reduced-

form prior. The contemporaneous impulse response L0 is given by L0 = h (Σ)′Q, where h(Σ) is the

Cholesky decomposition with h(Σ) upper triangular.

It is easy to show that given the form of the orthogonal matrices Q in equation (11), for any Σ,

the implied L0 is always of the form

L0 =


`0,11 0 0 0

`0,21 `0,22 0 0

`0,31 `0,32 `0,33 `0,34

`0,41 `0,42 `0,43 `0,44

 . (12)

Note there are more zero restrictions in equation (12) than those stated in Table 5. This implies that

the prior cannot be conditionally agnostic because certain observationally equivalent parameter values

that satisfy the restrictions in Table 5 would be given zero weight.

B.2 Baumeister and Benati (2013)

Baumeister and Benati (2013) consider a four-variables SVAR and impose the zero restriction on L0

described on Table 6, where x indicates that the IRF is not restricted to be equal to zero. Baumeister

and Benati (2013) work on the orthogonal reduced-form parameterization and impose the zero restric-

tion using the following two-step algorithm. Given Σ, let L̄0 = h (Σ)′ Q̄, where Q̄ is drawn from a

uniform distribution on the space of orthogonal matrices. Here, h(Σ) is the Cholesky decomposition

with h(Σ) upper triangular. The second step consists of constructing the matrix L0 = L̄0Q̆, where Q̆

has the following form

Q̆ =


cos(ϕ) −sin(ϕ) 0 0

sin(ϕ) cos(ϕ) 0 0

0 0 1 0

0 0 0 1

 with ϕ = cot−1

( ¯̀
0,11

¯̀
0,12

)
(13)

where each ¯̀
0,ij is the (i,j) entry of L̄0.

We now compare draws of L0s from a prior over the IRF parameterization conditional on the zero

restriction stated in Table 6 that it is conditionally agnostic obtained using Algorithm 4 with draws of

L0s obtained using Baumeister and Benati’s (2013) algorithm. We assume that we know Σ and draw
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Shock 1 Shock 2 Shock 3 Shock 4
Variable 1 x 0 x x
Variable 2 x x x x
Variable 3 x x x x
Variable 4 x x x x

Table 6: Zero Restrictions on L0

Figure 8: Selected entries of L0: conditionally agnostic prior over the IRF parameterization

100,000 L0 using each of the algorithms. Figure 8 depicts the histograms of `0,11, `0,21, `0,31, and `0,41.

These figures show that Baumeister and Benati’s (2013) algorithm implicitly defined a prior over the

IRF parameterization that is not conditionally agnostic.

B.3 Binning (2014)

Consider now identifying the SVAR described in Appendix B.2 using the approach proposed by Binning

(2014). Binning (2014) works on the orthogonal reduced-form parameterization and implements zero

restrictions in two steps. Given Σ, the first step consists of constructing the matrix L̄0 = h (Σ)′ Q̄,
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where Q̄ is drawn from a uniform distribution on the space of orthogonal matrices. Again, h(Σ) is the

Cholesky decomposition with h(Σ) upper triangular. The second step consists of constructing a matrix

Q̂ in the following way. Assume that the matrices Zj for 1 ≤ j ≤ n represent the zero restrictions.

For j = 1, if Zj is empty, set Q̂j equal to the n-th column of the identity matrix; otherwise, let

Q̃j = Zjh (Σ)′ Q̄, and set Q̂j equal to the n-th column of the orthogonal matrix associated with the

QR decomposition of Q̃′j. For 2 ≤ j ≤ n, let

Q̃j =


Zjh (Σ)′ Q̄

Q̂′1
...

Q̂′j−1

 , (14)

and set Q̂j equal to the n-th column of the orthogonal matrix associated with the QR decomposition

of Q̃′j. It is not difficult to show that the matrix L0 = L̄0Q̂ satisfies the zero restrictions in Table 6.

Figure 9: Selected entries of L0: conditionally agnostic prior over the IRF parameterization
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We now compare draws of L0 from a prior over the IRF parameterization conditional on the zero

restriction stated in Table 6 that it is conditionally agnostic obtained using Algorithm 4 with draws

of L0 obtained using Binning’s (2014) algorithm. As before, we assume that we know Σ and draw

100,000 L0 using each of the algorithms. Figure 9 depicts the histograms of `0,13, `0,23, `0,33, and `0,43.

These figures show that the algorithm proposed by Binning (2014) implicitly defines a prior over the

IRF parameterization that is not conditionally agnostic.
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